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Assistant Professor of Psychology
Stony Brook University, 2025 — Present
Director, Cognition, Language, Interaction & Computation (CLIC) Lab

Postdoctoral Scholar
Department of Cognitive Science, University of California, San Diego, 2024 — 2025
Advisor: Benjamin K. Bergen

Graduate Researcher, Language and Cognition Lab
Department of Cognitive Science, University of California, San Diego, 2019 — 2024
Advisor: Benjamin K. Bergen

Ph.D., Cognitive Science, University of California, San Diego, 2024
Advisor: Benjamin K. Bergen
Dissertation: Reading Minds: Social Intelligence and Large Language Models

M.Sc., Evolution of Language and Cognition, University of Edinburgh, 2017
Distinction. Advisor: Simon Kirby

B.A., Classics, University College London, 2016
First Class Honours

2026. Code of Practice Compliance Monitoring (Harmful Manipulation). European
AT Office. Consortium member via Equistamp; technical assistance for risk assessment
of general-purpose Al models.

2025. LLM Persuasion and Theory of Mind. Diverse Intelligences Summer Institute.
$30,000.

2024-2026. Al Persuasiveness Evaluation. Open Philanthropy. PI: Benjamin K. Bergen;
primary author of the proposal. $470,731.

2024. Public Online Turing Test. Manifund. $2,000.


mailto:cameron.jones@stonybrook.edu
https://camrobjones.com
https://ec.europa.eu/info/funding-tenders/opportunities/portal/screen/opportunities/tender-details/docs/76f9edf2-d9e2-4db2-931e-a72c5ab356d2-PIN/Prior%20Information%20Notice_V1.pdf
https://ec.europa.eu/info/funding-tenders/opportunities/portal/screen/opportunities/tender-details/docs/76f9edf2-d9e2-4db2-931e-a72c5ab356d2-PIN/Prior%20Information%20Notice_V1.pdf
https://disi.org/
https://www.openphilanthropy.org/grants/university-of-california-san-diego-ai-persuasiveness-evaluation/
https://manifund.org/projects/run-a-public-onl

AWARDS &
HonNoRrs

JOURNAL
ARTICLES

CONFERENCE
PROCEEDINGS

2025. Best Paper Award, Workshop on Detecting Al-Generated Content, COLING.

2024. Diversity Award Nominee, Department of Cognitive Science, UC San Diego.

2019-2023. Glushko Travel & Research Award, Department of Cognitive Science, UC San
Diego.

2019-2023. Summer Graduate Teaching Scholarship, UC San Diego.

2017. Highly Commended Dissertation Award, School of Philosophy, Psychology &
Language Sciences, University of Edinburgh.

denotes equal contribution; ' denotes a student or research assistant I mentored.

Jones, C. R., & Bergen, B. K. (2026). Large language models pass a standard three-party
Turing test. Proceedings of the National Academy of Sciences, 123(21), €2524472123.

Jones, C. R., & Bergen, B. K. (2026). Lies, damned lies, and language statistics: A
comprehensive review of risks from manipulation, persuasion, and deception with
large language models. Artificial Intelligence Review, 59(4), 116.

Moore, J., Overmark, R., Cooper, N., Cibralic, B., Haber, N., & Jones, C. R. (2026). Large
language models persuade without planning theory of mind. Cognitive Science. In
press.

Jones, C. R., Bergen, B. K., & Trott, S. (2024). Do multimodal large language models and
humans ground language similarly? Computational Linguistics.

Jones, C. R., Trott, S., & Bergen, B. K. (2024). Comparing humans and large language
models on an experimental protocol inventory for theory of mind evaluation
(EPITOME). Transactions of the Association for Computational Linguistics.

Jones, C. R., & Bergen, B. K. (2024). Does word knowledge account for the effect of world
knowledge on pronoun interpretation? Language and Cognition.

Trott, S.", Jones, C. R.", Michaelov, J. A, Chang, T. A., & Bergen, B. K. (2023). Do large
language models know what humans know? Cognitive Science, 47(7).

Jones, C. R., Lombardi, A., Mahowald, K., & Bergen, B. K. (2026). LLMs and people both
learn to form conventions — just not with each other. Proceedings of the Annual
Meeting of the Cognitive Science Society, 48.

Trott, S., Taylor, S., Jones, C., Michaelov, J. A., & Riviere, P. D. (2026). Language statistics

and false belief reasoning: Evidence from 41 open-weight LMs. Proceedings of the 64th
Annual Meeting of the Association for Computational Linguistics, 39816—-39833.

Moore, J., Cooper, N., Overmark, R., Cibralic, B., Haber, N., & Jones, C. R. (2025). Do
large language models have a planning theory of mind? Evidence from MindGames: A
multi-step persuasion task. Conference on Language Modeling (COLM).

Jones, C. R., Rathi, LT, Taylor, st & Bergen, B. K. (2025). People cannot distinguish
GPT-4 from a human in a Turing test. ACM Conference on Fairness, Accountability, and
Transparency (FAccT).

Pi, Z.T, Vadaparty, A., Bergen, B. K., & Jones, C. R. (2025). Dissecting the Ullman
variations with a SCALPEL: Why do LLMs fail at trivial alterations to the false belief
task? Proceedings of the Annual Meeting of the Cognitive Science Society, 47.

Rathi, L7, Bergen, B. K., & Jones, C. R. (2025). Judging the judges: Displacing and
inverting the Turing test to investigate the interrogator. Proceedings of the Annual
Meeting of the Cognitive Science Society, 47.


https://www.pnas.org/doi/abs/10.1073/pnas.2524472123
https://link.springer.com/article/10.1007/s10462-026-11517-6
https://arxiv.org/abs/2602.17045
https://direct.mit.edu/coli/article/doi/10.1162/coli_a_00531/123786/Do-Multimodal-Large-Language-Models-and-Humans
https://direct.mit.edu/tacl/article/doi/10.1162/tacl_a_00674/122721/Comparing-Humans-and-Large-Language-Models-on-an
https://www.cambridge.org/core/journals/language-and-cognition/article/does-word-knowledge-account-for-the-effect-of-world-knowledge-on-pronoun-interpretation/442C59D6786D1F38EB648FC7C5B6487C
https://onlinelibrary.wiley.com/doi/full/10.1111/cogs.13309
https://arxiv.org/abs/2602.08208
https://arxiv.org/abs/2602.08208
https://aclanthology.org/2026.acl-long.1849/
https://aclanthology.org/2026.acl-long.1849/
https://arxiv.org/abs/2507.16196
https://dl.acm.org/doi/10.1145/3715275.3732108
https://dl.acm.org/doi/10.1145/3715275.3732108
https://escholarship.org/uc/item/3zw7888v
https://escholarship.org/uc/item/35g9m4bb
https://escholarship.org/uc/item/35g9m4bb

REPORTS

UNDER REVIEW
& PREPRINTS

Riviere, P. D., Parkinson-Coombs, O., Jones, C. R., & Trott, S. (2025). Does language
stabilize quantity representations in vision transformers? Proceedings of the Annual
Meeting of the Cognitive Science Society, 47.

Rathi, LT, Taylor, s.t, Bergen, B. K., & Jones, C. R. (2025). GPT-4 is judged more human
than humans in displaced and inverted Turing tests. Workshop on Detecting
AI-Generated Content, COLING. Best Paper Award.

Jones, C. R., & Bergen, B. K. (2024). Does GPT-4 pass the Turing test? Proceedings of
NAACL.

Jones, C. R., & Trott, S. (2024). Multimodal language models show evidence of embodied
simulation. LREC-COLING.

Jones, C. R., Chang, T. A,, Coulson, S., Michaelov, J. A., Trott, S., & Bergen, B. K. (2022).
Distributional semantics still can’t account for affordances. Proceedings of the Annual
Meeting of the Cognitive Science Society, 44.

Jones, C. R., & Bergen, B. K. (2021). The role of physical inference in pronoun resolution.
Proceedings of the Annual Meeting of the Cognitive Science Society, 43.

Binder, F. ].*,Jones, C.R., Kaufman, R. A, Lin, N. T,, Poole, C. R., & Vul, E. (2021).
Cognitive cost and information gain trade-off in a large-scale number guessing game.
Proceedings of the Annual Meeting of the Cognitive Science Society, 43.

Bengio, Y., Clare, S., Prunkl, C., ... Jones, C., et al. (2026). International Al Safety Report
2026.

Bengio, Y., Clare, S., Prunkl, C., ... Jones, C., et al. (2025). International Al Safety Report
2025: First Key Update — Capabilities and Risk Implications.

Schoenegger, P., Salvi, F., Liu, J., Nan, X., Debnath, R., Fasolo, B, Jones, C.R., ... &
Karger, E. When large language models are more persuasive than incentivized humans,
and why. arXiv:2505.09662

Riviere, P. D., Jones, C., & Trott, S. Developmental trajectories of situation modeling and
mentalizing in transformer language models. arXiv:2606.28524

Hager, W., Rathi, LT, Hasan, M., & Jones, C. R. Inverse Turing Bench: Evaluating
language models as judges of human vs. Al dialogue. arXiv:2606.21844

Zeng, P., Paige, A. ], Li, W,, Brennan, S. E., Rambow, O., & Jones, C. R. Implicit vs. explicit
prompting strategies for LVLMs in referential communication. arXiv:2606.17372

Michaelov, J. A., Arnett, C., Chang, T. A., Riviére, P. D., Taylor, S. M., Jones, C.R., ... &

Altman, M. How open must language models be to enable reliable scientific inference?.
arXiv:2603.26539

Yang, M., Casper, S., Stray, J., Li, ]., Jones, C., Gausen, A., ... & Pelrine, K. Al epistemic
risks: Emerging mechanisms and evidence. SSRN

Schoenegger, P., Jones, C. R., Tetlock, P. E., & Mellers, B. Prompt engineering large
language models’ forecasting capabilities. arXiv:2506.01578


https://escholarship.org/uc/item/8f03g251
https://escholarship.org/uc/item/8f03g251
https://arxiv.org/abs/2407.08853
https://arxiv.org/abs/2407.08853
https://aclanthology.org/2024.naacl-long.290/
https://aclanthology.org/2024.naacl-long.290/
https://aclanthology.org/2024.lrec-main.1041/
https://escholarship.org/uc/item/44z7r3j3
https://escholarship.org/uc/item/44z7r3j3
https://escholarship.org/uc/item/2h89m00k
https://escholarship.org/uc/item/91w0t86q
https://arxiv.org/abs/2602.21012
https://arxiv.org/abs/2602.21012
https://arxiv.org/abs/2510.13653
https://arxiv.org/abs/2510.13653
https://arxiv.org/abs/2505.09662
https://arxiv.org/abs/2606.28524
https://arxiv.org/abs/2606.21844
https://arxiv.org/abs/2606.17372
https://arxiv.org/abs/2603.26539
https://papers.ssrn.com/sol3/papers.cfm?abstract_id=6873005
https://arxiv.org/abs/2506.01578

INvITED TALKS

CONFERENCE
PRESENTATIONS
& ABSTRACTS

ADVISING &
MENTORSHIP

2026. LLMs as simulacra of human social reasoning. Social Reasoning and the Ecology of
Thought Workshop, IVADO, Montréal.

2026. LLMs as simulacra of human social reasoning. Stanford NLP Group, Stanford
University.

2025. Do LLMs pass the Turing test? And what does it mean if they do? Cognitive
Informatics Seminar Series (“Generative Al on the 75th Anniversary of the Turing
Test,” dir. Stevan Harnad), Université du Québec a Montréal.

2025. Risks from persuasion and deception with large language models. International
Association for Safe and Ethical AI (IASEAI).

2025. Al and the future. Invited panellist, CICC Momentum Event, Augustana University,
Sioux Falls, SD.

2023. Does matrix multiplication have a theory of mind? Comparative Cognition Lab,
Department of Cognitive Science, UC San Diego.

2023. Language models for psycholinguistic analysis. Brain and Cognition Lab, Department
of Cognitive Science, UC San Diego.

2022. Language comprehension requires affordances (with Arthur Glenberg). Workshop on
Embodied, Situated and Grounded Intelligence, Santa Fe Institute.

2022. Situation modelling in humans and machines (with Ronen Tamari). Language and
Vision Workshop, Cognitive Tools Lab, UC San Diego.

2021. World knowledge influences pronoun resolution both offline and online. Center for
Research in Language, UC San Diego.

2026. The effect of Al feedback on confidence and self-assessment. Poster, SUNY Al
Symposium, Stony Brook University (presented by John Stallings).

2025. Annual Meeting of the Cognitive Science Society (two posters, with Zhiqiang Pi and
Ishika Rathi); FAccT (talk); International Association for Safe and Ethical Al (talk).

2024. Does reading words help you to read minds? Talk, Annual Meeting of the Cognitive
Science Society. Also: ACL (talk and poster); NAACL (talk); LREC-COLING (poster).

2023. EPITOME: Experimental protocol inventory for theory of mind evaluation. Poster,
Workshop on Theory of Mind, ICML.

2022. Annual Meeting of the Cognitive Science Society (talk).
2021. Annual Meeting of the Cognitive Science Society (two posters).

2018. The effect of biasing information on a transmission chain of short texts. 2nd
Conference of the Cultural Evolution Society, Tempe, AZ.

Mentees are marked ™ in the publication lists above. Three mentee-led first-author papers to date, one of
which received a Best Paper Award.

Doctoral students

« Ruoxuan Li (Psychology, Stony Brook, 2026-Present)

Dissertation committees
+ Weiling Li (Psychology, Stony Brook; proposal defended 2025)

» Kayo Yin (Computer Science, UC Berkeley; external member)


https://www.youtube.com/watch?v=cDYLy12FTa8
https://tomlandhilarious.github.io/
https://kayoyin.github.io/

TEACHING

SERVICE

Visiting researchers
« Sarah Lucioni (GovAl Summer Fellow, 2025-2026)

Master’s students
« John Stallings (Stony Brook, 2025-2026)

Undergraduate students
« Elif Koch (Honors thesis, Stony Brook, 2025-2026)

Research assistants

« Shriya Bhutani, Tasnim Haque, Jordan Theogone, Helena Winkelmann, Yifan Zhang,
Sydney Taylor, Kaiwen Bian, Dhanashree Kulkarni, Alice Li, Zhigiang “Owen” Pi,
Ishika Rathi, Emma Shamir, Julia Wong

Pre-college students

« Katherine Zeng (2025-2026); Regeneron Science Talent Search finalist

Instructor of record

« PSY 201: Statistical Methods in Psychology, Stony Brook, Spring 2026
« PSY 365: Psychology of Language, Stony Brook, Spring 2026

« COGS 9: Introduction to Data Science, UC San Diego, Summer 2023

Guest lectures & workshops

« LLMs and the Turing test. MA course “Language, Literature and Modern Society,”
University of Innsbruck, 2025

« Can we know words by the company they keep? Cognitive Science, Ilia State University,
Georgia, 2022

« Working with language models in Python. Methods Training Assistant Workshop, UC
San Diego, 2022

Teaching assistant, UC San Diego (2020-2024)

« Fourteen courses, including Large Language Models and Language Comprehension (S.
Trott), Cognitive Science of Mathematics (R. Nuiiez), Web Design and Information
Architecture (D. Kirsh), Introduction to Data Science (K. Shannon), and Uncensored
Introduction to Language (B. K. Bergen)

Ad hoc reviewer (50+ manuscripts)

« Journals: Cognitive Science — Computational Linguistics — Nature Scientific Reports —
Nature Humanities & Social Sciences Communications — Cognitive Research: Principles
and Implications

+ Conferences: NeurIPS — Cognitive Science Society — COLING

Conference & workshop service

+ Co-organizer, Al, Manipulation & Information Integrity (AIMII) Workshop,
International Association for Safe and Ethical AI, UNESCO House, Paris, 2026

Departmental service

« Cognitive Science Area Representative, Graduate Committee, Department of
Psychology, Stony Brook University, 2026-Present

« Grievance Committee, Department of Psychology, Stony Brook University,
2025-Present


https://www.linkedin.com/in/sarah-lucioni/
https://www.linkedin.com/in/john-stallings-89790576/
https://www.linkedin.com/in/elif-koch-850525368/
https://www.linkedin.com/in/tasnim-haque-00a253240/
https://www.linkedin.com/in/helena-winkelmann
https://scholar.google.com/citations?user=BCSGeB0AAAAJ
https://kbian.org/
https://www.linkedin.com/in/zhiqiang-pi/
https://ishikarathi.com/
https://aimii.info/

PuBLiCc WRITING

SELECTED MEDIA
COVERAGE

Prior
PROFESSIONAL
EXPERIENCE

+ Graduate colloquium organizer, UC San Diego, 2023-2024

« Ad Astra research seminar organizer, UC San Diego, 2022-2024

+ Graduate student mentor, UC San Diego, 2023-2024

« Graduate student representative, UC San Diego, 2022-2023 ($10,000 budget)
« Methods training assistant, UC San Diego, 2021-2022

Professional bodies

« Webmaster, Cultural Evolution Society, 2018-Present; ex-officio non-voting member of
the executive committee

2023. It takes a body to understand the world (with Arthur Glenberg). The Conversation.
2023. Does GPT-3 have a theory of mind? Cognitive Science Society Blog.

2026. Al can finally pass the Turing test better than a human, study warns. The
Independent.

2026. Al officially passes the Turing test, landmark study shows. Psychology Today.

2025. ChatGPT just passed the Turing test. But that doesn’t mean Al is now as smart as
humans. The Conversation.

2025. OpenAI's GPT-4.5 is the first Al model to pass the original Turing test. Live Science.
2025. ChatGPT passed the Turing test. Now what? Popular Science.

2024. Understanding, grounding, and reference in LLMs (interview, with Sean Trott). The
Gradient Podcast.

2023. 1960s chatbot ELIZA beat OpenAI's GPT-3.5 in a recent Turing test study. Ars
Technica.

Data Engineer, AtomLeap, Berlin, 2018-2019
Full-stack development of natural language processing tools for competitive intelligence.

Data Analytics Consultant, EY, Edinburgh, 2017-2018
Natural language processing tools for internal audit teams; SQL analytics supporting
financial audits.


https://culturalevolutionsociety.org/
https://theconversation.com/it-takes-a-body-to-understand-the-world-why-chatgpt-and-other-language-ais-dont-know-what-theyre-saying-201280
https://cognitivesciencesociety.org/does-gpt-3-have-a-theory-of-mind/
https://www.independent.co.uk/tech/ai-turing-test-artificial-intelligence-b2980452.html
https://www.independent.co.uk/tech/ai-turing-test-artificial-intelligence-b2980452.html
https://www.psychologytoday.com/us/blog/the-future-brain/202605/ai-officially-passes-the-turing-test-landmark-study-shows
https://theconversation.com/chatgpt-just-passed-the-turing-test-but-that-doesnt-mean-ai-is-now-as-smart-as-humans-253946
https://www.livescience.com/technology/artificial-intelligence/open-ai-gpt-4-5-is-the-first-ai-model-to-pass-an-authentic-turing-test-scientists-say
https://www.popsci.com/technology/chatgpt-turing-test/
https://thegradientpub.substack.com/p/cameron-jones-sean-trott-llms-meaning-grounding
https://thegradientpub.substack.com/p/cameron-jones-sean-trott-llms-meaning-grounding
https://arstechnica.com/information-technology/2023/12/real-humans-appeared-human-63-of-the-time-in-recent-turing-test-ai-study/
https://arstechnica.com/information-technology/2023/12/real-humans-appeared-human-63-of-the-time-in-recent-turing-test-ai-study/

